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Why PG needs analytical execution path

PostgreSQL 1s no longer used only for OLTP
More users expect PostgreSQL to handle:
® OLAP queries
® HTAP workloads
® Real-time analytics
In these scenarios, executor efficiency becomes critical
Parallelism improves throughput by using more resources

Vectorization improves efficiency by doing more useful work per CPU cycle



What hurts In the standard executor

PostgreSQL’s standard executor 1s tuple-at-a-time

For analytical queries, this introduces repeated overhead:
tuple extraction

datum decoding

repeated function calls

1ndirect dispatch

® fragmented control flow

These overheads reduce: CPU cache efficiency. instruction locality. SIMD opportunities ..



What hurts In the standard executor

[ ]
* Loop until we've processed the proper number of tuples from the plan. -I-OOp °

C , reset per-tuple context

/* Reset the per-output-tuple exprcontext */
ResetPerTupleExprContext(estate);

slot = execute next tuple

* Execute the plan and obtain a tuple

1f no tuple: stop

slot = ExecProcNode(planstate);

optionally filter / project / send

* 1f the tuple is null, then we assume there i1s nothing more to
* process so we just end the loop...

i;ﬁ;(TupIsNull(slot)) Count tup-l.e

break;

* If we have a junk filter, then project a new tuple with the junk
* removed.

1. Tuple-at-a-time execution

* Store this new "clean" tuple in the junkfilter's resultSlot.
* (Formerly, we stored it back over the "dirty" tuple, which i1s WRONG

:/'oocausc that tuple slot has the wrong descriptor.) 2 o Perl_tup-l.e rleset and d-i. SpatCh

if (estate->es_junkFiltexr != NULL)

slot = ExecFilterJunk(estate->es_junkFilter, slot); 3. Repeated overhead becomes expensive for analytical queries

* If we are supposed to send the tuple somewhere, do so. (In

* practice, this is probably always the case at this point.)

(e That model 1s elegant and general-purpose, but for analytical
IT we are not able to send the tuple, we assume the destination querl-i.es ) rlepeat-i. ng th-i.s COnt r'O-I. -F-I.OW m-i.-l.-l.-i.ons O-F t-i-mes Crleates

* has closed and no more tuples can be sent. If that's the case,

- ena the To0p. significant overhead.

if (!dest->receiveSlot(slot, dest))
break;



What hurts In the standard executor

How a row executor evaluates cl < 10?

‘,

for each row:

| tuple = load_row_from_storage()

|

cl_datum = extract_attr_as_datum(tuple, "cl")
arg[0] = cl_datum
arg[1l] = int32_to_datum(10)

1. Generic Datum representation
2. Indirect function dispatch
3. Repeated per-tuple conversion

result_datum = int4lt(arg[0], arg[l]) // indirect function call

passed = datum_to_bool(result_datum)
1f passed:

emit row




vectorized execution

row-store

ose st posuct Lcustomr

column-store

* Inrow store, data is stored in the disk tuple by tuple.

* Where as in column store, data is stored in the disk column by

column

e
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Traditional Row Execution

Batched Execution

> |Next Row

—

Process one value

Vectorized Path

Next Batch
(eq. 1024 rows)

—>

!

Process N values
in one loop

Traditional Row Execution

Typed Execution

Columnar Execution & Vectorized Path

Extract datum

Resolve operator

Call generic add()

Inté4 loop

:D Apply r += a[i)

Typed execution removes generic interpretation overhead,

Traditional Row Execution

SIMD Instructions

Columnar Execution & Vectorized Path
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SIMD increases throughput further,



vectorized execution
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Data Instruction Data
Vectorized
Jan Feb Mar Apr Jan Feb e Mar Apr
230 821 696 789 230 821 696 789
Result Result

Repeat row by row, slow when querying millions of row. With SIMD instructions, compute by batch, could be even 100x faster!



What vectorized execution changes

Columnar-friendly access: SIMD-friendly operators:

- Read only needed columns - Apply one operator to many values

- Better cache locality - Higher CPU throughput

- Better compression / filtering / ordering - Better use of modern processor capabilities
opportunities

Batched typed execution

- Process batches instead of one tuple at a time

- Reduce per-tuple overhead

- Tighter and more regular loops



Why pluggable is the right path

1. Modify the standard executor
- Unified path
- But 1ntrusive

- Risks hurting OLTP behavior and maintainability

2. Add another executor inside the core

— Possible 1n theory

- But complex, heavy, and harder to maintain



Why pluggable is the right path

3. Build a pluggable vectorized executor

| | Good!
- Low 1ntrusion

- Easier coexistence E
- Easier to iterate and maintain

- Avoids disturbing PostgreSQL’s OLTP strengths



How PG extensibility makes it possible

Hook + Custom Scan + AM adapter

1. Hook: Hooks let mxvector intercept PostgreSQL’s normal planning and execution flow without
rewriting the core engine.

2. Custom Scan: CustomScan provides the execution-node container that allows mxvector operators to
live 1nside a normal PostgreSQL plan tree.

3. AM adapter: AM adapters bridge the gap between existing storage/index access methods and the
batched, columnar data interface expected by the vectorized executor.

4. vslot: Inherited from TupleTableSlot, A channel for vectorized / columnar data exchange.



How PG extensibility ma

SQL Query

Build plan

SQL Query

es It possible

Scalar Engine (fallback)

1. Generate a normal scalar plan with the original planner.

2. Return immediately if mxvector_enable (GUC) 1is off.

3. Run PreProcessPlan().

4. If plan vectorization 1s enabled, recursively walk the plan
tree.

5. Dispatch each node by nodeTag to its corresponding V*Planner.

6. Replace eligible nodes with CustomScan (MxV*) and keep the
original node as a shadow plan.

7. Run PostProcessPlan() for execution fixups.

8. Run Validate().

9. On failure, disable mxvector temporarily and regenerate a

pure scalar plan.

PostgreSQL Planner mxvector Hook Executor Vector Nodes (MxV*)
>
Planner hook intercepts
=
Generate scalar plan first
Try vectorize eligible nodes
alt [vectorization succeeds]
Return vectorized / hybrid plan
e ccccccaannnnatcnnccnnnnsssssssnsssnnnansnnsssannnnd
[vectorization fails]
Return scalar fallback plan
‘, ...................................................
Execute final plan
>
alt [vectorized/hybrid plan]
Run batch-based vector execution
.
Produce results
< .......................................................
[scalar plan]
Run normal row-based execution
Produce results
s
PostgreSQL Planner mxvector Hook Executor Vector Nodes (MxV*)

Scalar Engine (fallback)



How PG extensibility makes it possible

VPlanner

® based on planner hook
® (onvert scalar plan to vectorized plan

® Also support partially vectorized plan

4 N\ 4 N
Limit VLimit

-> Sort -> VSort

-> VScan

-> Seq S
> Seq Scan y L y

.

® First generate plain scalar plan, Such as "Limit <- Sort <- Seq Scan"
® for each scalar node, a vectorized node 1s added above 1t
® It becomes "VLimit <- Limit <- VSort <- Sort <- VScan <- Seq Scan”

® The scalar nodes are not displayed in EXPLAIN

postgres=# show matrix.enable_mxv

1atrix
matrix
matrix
matrix

matrix.
.enable_mxv_hash_aggregate
.enable_mxv_mergejoin
.enable_mxv_result
.enable_mxv_subqueryscan
.enable_mxv_append
.enable_mxv_hash_join
matrix.

matrix
matrix
matrix
matrix
matrix
matrix

matrix.
matrix.

matrix
matrix
matrix
matrix
matrix

matrix.
.enable_mxv_nestloop

matrix

matrix.
.enable_mxv_v2_hash_aggregate
.enable_mxv_dynamicbhitmapscan
.enable_mxv_indexonlyscan
.enable_mxv_packed_sort
matrix.

matrix
matrix
matrix
matrix

matrix.
matrix.
matrix.
.enable_mxv_parallel_mode
.enable_mxv_shareinputscan
.enable_mxv_window_v2
.enable_mxv_dynamicseqscan
.enable_mxv_inorderscan

matrix
matrix
matrix
matrix
matrix

matrix.
matrix.
matrix.
.enable_mxv_limit
.enable_mxv_plan_vectorization
.enable_mxv_strict_mode

matrix
matrix
matrix

.enable_mxv_aggregate
.enable_mxv_fallback_expression
.enable_mxv_material

.enable_mxv_presort_aggregate
matrix.

enable_mxv_subkey_sort
enable_mxv_aggscan

enable_mxv_merger_optimization
enable_mxv_root
enable_mxv_topk_sort

.enable_mxv_bitmapscan
.enable_mxv_heap_adapter
.enable_mxv_motion
.enable_mxv_runtimefilter_planphase
.enable_mxv_unique

matrix.

enable_mxv_cost_model
enable_mxv_heap_adapter_for_catalog

enable_mxv_sequence

enable_mxv_setop
enable_mxv_window
enable_mxv_dynamicindexscan
enable_mxv_indexscan

enable_mxv_partitionselector
enable_mxv_sort
enable_mxvector



How PG extensibility makes it possible
VNodes

® Build with CustomScan API
® \ectorized version of scalar ones

® The direct sub node of a vhode 1s called a "shadow"

/ VLimi \
A _

______
-

Yo~ -
......

......
-

Vnode gets 1ts job details from 1ts shadow

For example, VLimit gets the OFFSET & LIMIT from its shadow, the Limit

Shadow nodes are not actually executed, only

A vnode loads columnar data from its child, VLimit loads directly from VSort, not Sort



How PG extensibility makes it possible
VSiot

Inherited from TupleTableSlot
Transfers columnar data in batches

Can automatically convert columnar data to rows

vslot adopt zero-copy technology to improve execution performance



How PG extensibility makes it possible
VEXprs

® Vectorized version of scalar exprs
® (Converted from scalar ones

® Support fallback exprs, they are emulated with the scalar exprs



How PG extensibility makes it possible

Columnar Storage

Build with Table Access Method API
Type based encoding

Block level micro-meta based filtering
Ordered scan, aggregrated scan

Automatic sorting

Block-level Hybrid
Storage

Combines row and column
storage at the block level
for balanced analytical
performance.

Device ID Timestamp

Temperature

2024/04/01 12:00:00

2024/04/01 12:01:00

Intra-block Ordering ®

Data is sorted within
blocks (e.g., by Device ID &
Timestamp) for faster
scans.

2024/04/01 12:03:00

2024/04/01 12:00 ~ 12:03

38.1

30.8

20.1

Field-level

® Columnar Storage

Columnar storage with
field-specific compression
for high analytical ratios.

Block Summaries

Pre-aggregated statistics
(Min/Max/Count) per block
to accelerate aggregations.



All of them

Traditional PostgreSQL
(Row-Based)

OLTP Workloads J

v High Per-tuple
[ Row Storage Overhead
(Heaps) Repeated
v Function Calls
Row-by-Row Poor Cache
Executor Locality
v P
Standard Operators | |1
(Single Tuple)

Performance Benchmarks
(OLAP Queries)

A

Standard mxvector
Executor Extension

Loaded as an extension, Pluggable,

PostgreSQL with mxvector Extension (Vector-Based)

| Reduced Instructing

+
I "\ Extensibility [
Core PostgreSQL Database Tyt
[ Parser ]—— Custom Scans —»
-

mxvector Extension (Plug-in)

[ Custom Scan Node 4 ﬁ
v
, \

Optimizer ]4-— Planner Hooks

Slots —»

"

Traditional Executor ]4-—L

Improved
“ Cache Locality

1. Performance Acceleration (OLAP/HTAP)
2. Kernel Extensibility-Driven Design
3. True Extension (Zero Kernel Mods)

‘ <. Table AMs
[ Buffer Manager ] (Table Access Methods) I

Batch Manager CPU Cache

L *  Efficiency

Vectorized Operation ] 1

Englne (Typed, SIMD)

Columnar Data
" Support

lanes

TBatched Data Access

()l @ &

Predicate
Pre-sorting Compression Pushdown

J

4. Coexistence with OLTP Workloads

Future Directions |

"

* Reduced Call Overhead
@ * Instruction Pipelining

* Reduced I/0

Advanced Parallel Execution
Enhanced Vector Memory Management

requires minor changes in the PostgreSQL kernel.



